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Challenges, Methods, Impact



Our group’s research agenda: 
new ML aimed at revolutionizing healthcare

High-quality
healthcare

data

Analytics Outputs

Quantitative epistemology 
(understanding and empowering human decisions)

- Individualized treatment effect inference
- Time-series data analysis
- Feature selection, missing data, active sensing
- Transfer learning
- etc.

- Interpretability
- Uncertainty quantification
- Medical discoveries
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Healthcare data: an essential resource

Catalyze a complete transformation in healthcare using ML 
– improve clinical practice &  clinical workflows, empower patients, enhance drug development, 
enable medical knowledge discovery etc.

Disease registries

Electronic Health Records 

Biobanks
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Healthcare data: not easy to access

• Lack of high-quality healthcare data: impedes ML research in healthcare!

• Strict regulations for data access

• …the result of perfectly valid concerns regarding privacy

Private data
ML Community

Strong Regulation

Data holders 
(e.g., hospitals)

Impossible to share directly



De-identified data vs Synthetic data

• De-identified/anonymized data: 
real data with all personal 
identifiers removed/data fields 
scrambled

• Synthetic data: data created from scratch, 
cannot be synced back to any individual 
(if modeled properly) 

Requires ML/statistical modelling!

Generating synthetic data to be used for 
machine learning modeling 

is itself a machine learning problem!



How can synthetic data help?

• Share a synthetic (proximal) version of the data that resembles real data but contains 
no real samples for any specific individual…

Private data
ML Community

Data holders 
(e.g., hospitals)

Machine learning models

Synthetic data 
generation

Synthetic data
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Use cases for synthetic data

• Developing analytics

• Facilitating reproducibility of clinical studies and analyses

• Augmenting small-sample data sets:

• Increasing robustness and adaptability of ML models (transferring across hospitals)

• Simulating forward-looking data

• Data for rare diseases

• Data for underrepresented patient subgroups (to guard against model bias)

vanderschaar-lab.com



Introduction for a variety of  audiences

Outlines the importance of  synthetic 
data; explores and summarizes recent 
cutting-edge synthetic data 
approaches and methods

Links to a range of  additional 
resources
- vision, papers, software

vanderschaar-lab.com/
 Research pillars
 Synthetic data

Overview of  our work on synthetic data
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 Tutorials

 ICML 2021 tutorial: Synthetic healthcare 
data generation and assessment

Synthetic data tutorial – ICML 2021
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Desiderata for synthetic data generation

• Two key questions:

Generating synthetic data to be used for 
machine learning modeling 

is itself a machine learning problem!

• How to build a machine learning model to generate synthetic data?

• How to evaluate the quality of a synthetic dataset?

ICML 2021
(vdSchaar & Alaa)
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Desiderata for synthetic data generation

• We want synthetic data to enable learning statistical patterns without compromising 
the privacy of individual patients in the dataset

Generative 
modeling

Privacy 
requirements

Models, metrics Methods, metrics
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Classification of developed deep generative models

Implicit-likelihood models

Generative models

Exact 
likelihood

Approximate
likelihood

Explicit-likelihood models

Adversarial 
training

Method of 
moments

Change of variables Variational inference GANs Generative moment 
matching networks

Normalizing flows Variational Autoencoders
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• E.g., NNs, RNN, CNN, transfer 
representations etc.

Recipe for generating synthetic data

• Step 1: Decide the generative modeling approach to use…

• Step 2: Construct an appropriate representation/structure for the type of data under 
consideration (time-series, images, notes, bio-markers, etc).

• Variational auto-encoders, normalizing flows, GANs, etc.

• Step 3: Incorporate differential 
privacy or other privacy notion/ 
sanitize the data to ensure privacy 
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• Objective: Generate time-series data preserving temporal dynamics 

• Key Example: Synthetic time-series healthcare data generation

• Challenges: Capture the distributions of features within each time point as 
well as complex dynamics of those variables across time points

Illustrative example: Time-series generation
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Different modeling choices are appropriate for synthesizing 
different types of time-series data…

TimeGAN
(Yoon, Jarrett, vdS, 

NeurIPS 2019)

Attentive state-space 
models

(Alaa, vdS, NeurIPS
2019)

Fourier flows

(Alaa, vdS, ICLR 2021)

Data-driven, high-
dimensional data

Interpretable, handles 
domain knowledge

Periodic data (e.g., 
ECG), irregular and 

variable-length 
time-series
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Is synthetic data any good?
Evaluating synthetic data
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Synthetic data in action: Hide-and-seek competition

https://www.vanderschaar-lab.com/privacy-challenge/

• Organized by van der Schaar-lab, with support from Amsterdam UMC and Microsoft 
Research Cambridge

• Competitors are either “hiders” aiming to design a model for generating synthetic ICU data 
or “seekers” aiming to re-identify patients in the original data set.
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Synthetic data in action: Hide-and-seek competition

https://www.vanderschaar-lab.com/privacy-challenge/

5 J. Jordon and M. van der Schaar, 2020
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• Key lesson learned: defining the metrics for evaluating synthetic data and privacy preservation 
is a challenging problem!



Different ways in which a generative model may fail

• A single-dimensional metric is not enough…

Model performance can be viewed as a point in a 3D space
• Fidelity: How “good” the synthetic samples are?
• Diversity: How much of the real data is covered?
• Generalization: How often does the model copy 

training data?
• Need probabilistic, interpretable, multi-dimensional 

quantities

23 A. Alaa, B. van Breugel and M. van der Schaar, 2020
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Problem: Unfair real data can lead to unfair downstream predictions
Aim: Create synthetic data for fair prediction models
Solution: DECAF: Generating Fair Synthetic Data Using Causally-
Aware Generative Networks 

Fairness in synthetic data

vanderschaar-lab.com

T. Kyono*, B. van Breugel*, J. Berrevoets, M. van der Schaar. DECAF: Generating Fair Synthetic Data 
Using Causally-Aware Generative Networks. 2021 NeurIPS

Unfair real 
data

Fair synthetic 
data

Prediction 
model

Fair predictions 
on real data

DECAF trains



Challenges

 Different notions of  fairness
 Removing protected attributes (e.g. ethnicity) does not suffice
 Guarantee fairness of  downstream model at the data level
 Preserve data utility
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 DECAF uses a causal perspective to provide
… an intuitive guideline to achieving different fairness notions
… fairness guarantees for a given downstream setting

 DECAF’s debiasing is effective: its local distributional modifications 
preserve overall data quality well

Solution: DECAF
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Summary
• Synthetic data – essential tool for developing analytics

• Augmenting small-sample data sets; Improved model/algorithm testing - Increasing 
robustness and adaptability of ML models (transferring across sites) – RadialGAN
ICML 2018

• Evaluating synthetic data is key – good metrics of assessing synthetic data quality –
Alaa, van Breugel, vdS, 2020

• Generating – ethical/fairness synthetic data – Decaf - NeurIPS 2021

• Disentangling policies from real observational data – MedKit NeurIPS 2021

•
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Introduction for a variety of  audiences

Outlines the importance of  synthetic data; 
explores and summarizes recent cutting-
edge synthetic data approaches and methods

Links to a range of  additional resources
- vision, papers, software
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 Research pillars
 Synthetic data

Overview of  our work on synthetic data
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